PAGE  
1

Ron Eglash

eglash@rpi.edu
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1) Introduction

A nanotechnology firm tries to reassure the public that its manufacturing process is using self-assembly, but not self-replication. A third world NGO protests against the marketing of a new corn variety whose seeds cannot reproduce, which would force farmers to buy new seed every year. A software engineer tries to use genetic algorithms to combat a new self-mutating computer virus. What do all three have in common? All three systems are concerned with the relation between risk and recursion. An understanding of recursive phenomena— self-assembly, self-replication, self-mutation, and so on—has become increasingly important in understanding the social impact of new technologies, whether it is in Information Technology (IT), Biotechnology (BT), or Nanotechnology (NT). Typically we approach these recursive risks in very domain-specific ways—and for good reason. The presence of self-replication may be viewed as dangerous in nanotechnology, but it is its absence that would be disturbing for the third world farmers, who depend on corn’s natural self-replicating ability. Thus the relation between recursion and social risk is strongly dependant on the particular social context and technical domain. But invariant patterns do exist in terms of the mechanisms of recursion. We can, for example, identify mutation in a computer virus just as we can for biological varieties, and find isomorphic parameters—mutation rate, fitness, selection, etc. This paper describes an approach for characterizing such components of self-organization across all three domains—IT, BT, and NT—in search of some common principles that can illuminate the relations between social risk and recursion.
2) Re-thinking the Grey Goo problem

Lets start with the classic risk scenario in nanotechnology; the “Grey Goo” problem. The scenario is first described in Drexler’s 1986 “Engines of Creation,” where he points out the advantages of nanotechnology by noting that self-reproducing nanobots could allow cost-free manufacturing. But he also notes that if self-reproducing nanobots with an omnivorous appetite for carbon-based materials were accidentally released, they could quickly undergo an exponential explosion, turning the entire biosphere into a mass of grey goo. This threat is now dismissed by current researchers according to one of two scenarios (cf. Baum 2003 for a dialog between the main competitors).  For Richard Smalley and his colleagues, it’s not a threat because Drexler’s “molecular manufacturing” approach will never happen; nanophysics simply doesn’t allow the kinds of mechanical operations that Drexler assumes. Smalley, who won the 1996 Nobel prize for his discovery of fullerenes, bases his approach to nanotechnology on “self-assembly,” the same emergence of molecules in bottom-up fashion that we see in crystal formation or polymerization. For Drexler and others in the molecular manufacturing approach, its not a threat because nanotechnology “assemblers” will neither be self-replicating nor free-floating; they will be mounted to a permanent surface, and embedded in what he likes to call a “desk-top factory.”
There are lots of ways to frame this story: big science versus little science, public understanding of science, closure of controversy, and so on. But it is equally illuminating to view the story through the lens of recursion:
1. Drexler 1986: NT is exciting because it can harness the power of self-reproduction (but there are side effects to guard against)

2. Smalley 2001: NT will harness the power of  self-assembly, the safe kind of recursion (and the dangerous kind is impossible anyways)

3. Drexler 2003: My molecular assemblers don’t need self-reproduction after all (though self-assembly will help get us there)

Note that framing it around recursion shifts our point of view; we can see that the debate turns on the a contrast between two different recursive types, and claims about both their advantages as well as about the different levels of risk that accompany different levels of recursion.  
Are they right? Has Drexler truly eliminated recursion? Is Smalley’s self-assembly really safer than self-reproduction?
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Figure 1: The Finite State Automaton (FSA). No explicit memory; only pre-programmed transitions from state to state.


Let’s look at some ways of categorizing or characterizing recursion. A system is recursive when its output at the current moment is used as the input in the next moment. The power of recursion depends on the ability of the system to modify the relations between input and output. Some systems have little recursive power—a mirror, for example, can only reflect—and others have a lot, such as biological systems of reproduction. One way of quantifying recursive power is the Chomsky hierarchy from computer science. The least powerful computation is that of a Finite State Automaton (FSA), which 
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Figure 2: The Push-Down Automaton (PDA).  Explicit but limited memory.


provides only a pre-programmed transition from one state to the next—a series of if-then rules (figure 1). At a more powerful level, the Push-Down Automaton (PDA) has a restricted memory; it can make some changes to its program in response to the past (figure 2). The most powerful is the Turning Machine (TM), which enjoying the unrestricted use of memory; it can even make a description of itself (figure 3). The TM can implement any algorithm; in other words, anything that possibly could be computed can be computed by a Turning Machine. 
This Chomsky hierarchy is useful in formal descriptions of computational power (for example in defining complexity measures), but it is rarely applied to practical
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Figure 3: The Turing Machine (TM). Unrestricted memory; the most powerful computing ability possible.


 issues. Metaphorically, however, we can gain some insight by examining these categories. When we distinguish between a dumb device and a smart device, for example, we are often talking about the difference between an FSA-like system that can only have pre-programmed reactions, versus a PDA-like system that can alter its reactions based on memory. A “dumb” bomb, like an FSA, might be pre-programmed to be armed when it leaves the plane and explode when it impacts its target; a “smart” bomb, like a PDA, might have a record of how recent bombs failed or succeeded and adjust its reactions accordingly. But a bomb capable of TM-like behavior would be capable of complete self-description, and with sufficient mechanical ability, even self-reproduction.
Currently no physical bombs are self-reproduced, but destructive devices in computing and biology are, and their comparison provides an illuminating way to characterize risk and recursion.
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	IT
	BT
	Generic description
	Generic defense

	
	AI, Artificial Culture
	Lamarckian evolution
	Self-aware adaptation
	Negotiation?

	
	Artificial life
	Darwinian evolution
	Like TM, can improve, adapt 
	Evolve defense (Red queen race)

	
	Polymorphic and metamorphic code (eg self-modifying virus)
	Mutation, sexual reproduction
	Like TM, modifies itself to prevent recognition
	Polymorphic: some regions  unmodified; metamorphic: observe behavior

	
	Computer worm: self-replicating program, no host file
	Bacteria – self-replicating in both living and non-living media
	Like TM, automatic self-replication, even w/o host 
	Recognition from list, block access (eg security patch)

	
	Computer virus: infects host files, automatically self-replicates without human intervention
	Virus – infects host cells, automatically self-replicates, using the cell’s  resources
	Like TM, fully automatic self-replication, if in host environment
	Recognition

of symbol sequence from list (eg anti-bodies, anti-virus software)

	
	Trojan horse: requires human to self-replicate (symbiosis, cyborg)
	Parasite birds – eg Cuckoos, Cowbirds, etc. lay egg in nest of other bird
	Like PDA, not capable of fully automatic self-replication
	Recognition to distinguish mimicker from mimicked

	
	Blackout in power grid: spreads via mimicry of state, not true self-replication
	Prion: protein spread via mimicry of dysfunctional fold, lacks true self-replication
	Like FSA, Self-org at system level only, components only mimics
	Isolate “carriers” from system

	
	Logic bomb: programmer sets timer to disrupt service in 1 year
	Telomeres: DNA strand shorter w/cell division; too short = death
	Like FSA; programmed state transition (self-destruction)
	Disrupt either progression through states or state/system connection

	Figure 4: Hierarchy of recursive risks in Information Technology and Biotechnology. Note that although recursive power rises from bottom to top, risk has no consistent relationship.


Space does not permit me to fully explain every example in this chart, but we can summarize the exploration of risk and recursion in three ways. First, there are a lot more varieties of recursion than we might otherwise assume. Second, we can think about these varieties of recursion in terms of a hierarchy, with low computational power at bottom and high computational power at top. Third, there is no necessary relationship between social risks—that is, risk to people—and position in the hierarchy. Increased recursive power does not necessarily mean increased risk. Researchers in Science and Technology Studies (STS) have repeatedly illustrated the ways in which risk can only take its meaning in a social context (cf. Wynne 2002). Logic bombs can be used to sabotage software by disgruntled programmers, but they can also be used to prevent copyright abuse by limiting the number of copies possible. But even if risk were not contextually determined, there would still be a lack of necessary correspondence between recursive power and risk level. For example, the danger of biological risk (measured in, say, number of deaths per year) from viruses is generally far greater than that from sexually reproductive organisms, despite the virus having lower placement on the recursion hierarchy: I fear Asian flu but not Asian elephants.
Now looking back on the Drexler/Smalley debate, we can get a sense of what is missing. First, neither is exploring the full range of recursive possibilities for nanotechnology. Second, they are assuming that risk is proportionate to recursive power, and that having eliminated high levels of recursive power they have eliminated high levels of risk. Once they have assured us that nanotechnology stays out of the upper (magenta) portion of the table, and only makes use of the lower (turquoise) portion, they then feel justified in pronouncing the matter closed (Baum 2003). But as we have seen there is not a consistent relation between recursive power and risk. And as Feynman pointed out in his 1959 manifesto, there is “plenty of room at the bottom” – lots of ways that recursion below the level of full self-reproduction can still make trouble for us.
Future directions: recursive risks and benefits
First, from a more technical perspective, what are the possible nanotechnology versions of low-power recursion? We can ask that question not only for assessments of risk, but for beneficial innovations as well. 

1) Are there nanotech versions of prions, in which an alternative spatial configuration of some molecule propagates by mimicry? There has already been use of biological prions themselves in nanotechnology, where they are explored for electronics applications. If artificial prions are possible, do they have recursive risks in their ability to propagate without self-reproduction? Biological prions have now been shown to have beneficial roles in at least two cases (long-term memory (Wickelgren 2004) and yeast evolution (cousins 2002)); is it possible that artificial prions could also be beneficial in some contexts?
2) Other than prion analogs, are there other possible nanotech forms of non-reproducing self-propagation? We know that self-organizing phenomena can be observed in just about anything that qualifies as an “excitable medium”: forest-fires, large scale power blackouts, flocking behavior in mobile organisms, audience behavior, cardiac tissue, etc. (cf. Kaplan and Glass 2001). Researchers on applications of self-organization to nanoscience—both those bringing complexity theory to nanoscience, and those bringing nanoscience to complexity (cf. the annual Berlin symposium for "Engineering of Chemical Complexity,” now in its fourth year) have been working in their area for several years now, yet there is little attention to its broader significance. What are the recursive risks for nanotech forms of non-reproducing self-propagation, and what are the possible benefits?

Second, from a more social perspective, what is the relationship between human social behavior and recursive risk in nanotechnology? 
1) In the case of the Trojan horse, software that alone is not capable of autonomous reproduction creates a disastrous self-organizing phenomenon due to a symbiosis of human and computing interactions. Are there similar possibilities for nanotechnology; self-organizing disasters which we do not foresee because we forget that non-replicating systems can become replicating when combined with human systems? We already have one such example in the case of non-human organisms: Berne (2006, pg 144) describes one nanotech researcher discussing his switch from viral to non-viral forms of gene delivery to cells due to safety concerns. Conversely, are there beneficial applications that can reduce risk by using such symbiotic routes to self-organization?
2) Self-organizing social phenomena have themselves become increasingly important objects of study: smart mobs, small worlds phenomena, virtual communities, and other decentralized emergent networks have important implications for fundamental issues in politics, economics, health, and social welfare. What will the relationships be between such social self-organization and nano self-organization? Chris Toumey, for example, posits an important role for nanotechnology in decentralized surveillance techniques. Social self-organization might also play a positive role in providing models for artificial self-organization in nanotechnology (cf. Hales and Edmonds 2005 on “Socially Inspired Computing”).
3) Finally, there is the relationship between recursion in its technological frameworks—IT, BT, and NT—and reflexivity in STS. The reflexive move in STS has too often been restricted to undermining truth claims: constructivism shows that science is rhetoric disguised as objectivity, but reflexivity shows that constructivism is equally a rhetorical construction. Rather than wasting recursion on endless naval gazing, we should be inspired by these more nuanced and positive roles for recursion in other domains and make similar applications to STS.
We take it for granted that the fundamental characterization of nanotechnology is its tiny size. But just as the greatest import of the Space Age was not about moon colonies but rather communications, the greatest import of nanotechnology may not be its miniscule scale, but rather its ability to bridge the gap between the material and informational worlds; a property I have referred to elsewhere as “material virtuality” (Eglash 2001). We need STS researchers and others to carefully consider how we can best take advantage of the ways in which material virtuality brings the power of informational recursion to material constructions, and how to best avoid its recursive risks. We need to start thinking about recursion itself as an important object of study for interdisciplinary research.
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